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Abstract
In response to growing concerns around trustworthiness and ethical alignment in AI systems, this PhD aims to
investigate how Large Language Models (LLMs) can be leveraged to support ethically aligned AI development in
software engineering. Despite advancements, integrating ethical principles into AI workflows remains challenging,
particularly in real-world applications that require compliance with emerging regulations, such as the EU AI
Act. We will develop a Visual Studio Code (VSCode) Generative AI (GenAI) Extension powered by a multi-agent
LLM system with Retrieval-Augmented Generation (RAG) capabilities. The extension will be designed to aid
developers by evaluating code compliance with ethical standards, providing actionable recommendations to
embed trustworthiness from early stages of development. The GenAI Extension will be evaluated through an
iterative design science approach, encompassing dataset generation, ethical benchmarking, and practitioner
testing. A dataset of over 2000 ethically aligned AI systems, will be created in compliance with leading regulatory
frameworks, serving as a foundation for this tool’s assessments. With this work, we hope to assist developers,
particularly in startups and SMEs, by providing practical resources for building ethically aligned AI within limited
resources. Through this approach, we aim to bridge the gap between abstract ethical principles and actionable
software development practices, making ethical AI more accessible across industry contexts.
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1. Problem Definition

In today’s increasingly digitized world, Artificial Intelligence (AI) is emerging as a transformative force,
reshaping industries, economies, and daily lives. From virtual assistants and recommendation algorithms
to autonomous vehicles and medical diagnostics. AI-based systems, particularly Large Language Models
(LLMs), are becoming ubiquitous, wielding considerable influence over decision-making processes and
human interactions [1, 2]. LLM is a subfield of AI developed through the use of complex algorithms and
large amounts of data [1, 2]. It is permeating every area of science and in people’s everyday lives [3].
However, many reports reveal that its use – or misuse – can cause significant harm, directly or indirectly
[2]. For example, it can produce factual inaccuracies, provide biased information, hallucinations, racism
and mysoginism [1, 4]. This is largely due to the nature of LLMs, which reproduces patterns found in
the data on which it has been trained on [2]. Furthermore, the algorithms that generate each word
are probabilistic. In other words, the last word generated depends on the probability of its occurrence
depending on the preceding word [5]. As a result, they are untrustworthy by nature, that is, despite
generating coherent text, LLMs operate without genuine understanding, leading to outputs that may
be irrelevant or misleading [5]. These discussions are crucial as our reliance on LLMs for tasks and
decision-making grows, especially in software engineering [3]. In the Software Engineering field, the
capabilities of LLMs are being explored in the software development, maintenance, and evolution
[6, 7, 8]. Accordingly, they find applications across various stages of the software development process,
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including requirement analysis, software design, code implementation, testing, refactoring, defect
detection, and repair [7].

Regarding AI, it has been noted for several years that it faces ethical problems, similar to those faced
by LLMs [9, 10]. However, researchers and the industry have approached AI ethics in a more theoretical
way, providing abstract ethical guidelines and principles [11]. Recent advances in legislation, such as
the EU AI Act, propose to regulate the development and use of AI-based systems [12], but there is still
no evidence of the extent to which it can assist practitioners in operationalising AI ethics. Therefore,
there is a problem in bridging the gap between theory and practice in AI ethics, as well as in addressing
the trustworthiness of LLMs.

2. Knowledge Gap

Regarding trustworthiness in LLMs, efforts found in the literature focus on finding a taxonomy with
trustworthiness aspects, e.g., truthfulness, safety, fairness, robustness, privacy, machine ethics, trans-
parency, accountability, regulations and law [4]. Moreover, taxonomies serve as a way on how to assess
LLMs in relation to trustworthiness. Having specialized roles [13, 14, 15], the use of external tools (e.g.,
running a code, searching the web) [13, 15], providing human interaction (i.e., human in the loop) [15],
structured conversations (i.e., message templates) [13, 15] and different conversational patterns [15],
are pointed out as techniques to improve overall trustworthiness of LLM systems. These techniques can
significantly improve their reasoning as they debate and refine their discourse over multiple rounds.
However, introducing new layers of complexity and challenges, such as increasing the overall cost
(requires multiple instances and rounds) [16] and scalability (manage computational resources) [17];
while this approach is innovative, it is still generative AI, so it can produce convincing but wrong results
[16], generates a different software on each run [14] and is prone to possible unintentional harmful
outcomes and vulnerable to misuse [14]. Similarly to trustworthiness in LLMs, AI ethics also lack a
centralized set of principles, assessment and practical guidance.

While recent interest from academia and industry highlights AI ethics as a growing field of research,
concerns regarding AI’s development and deployment have a long history, with several incidents
drawing public attention recently [18]. As a response, multiple principles and guidelines have been
formulated in recent years by diverse stakeholders, including academia, industry, and civil society, to
delineate what constitutes ethical AI [10]. Ryan and Stahl [19] identified 11 foundational ethical princi-
ples relevant to AI ethics: 1) Transparency, 2) Justice and Fairness, 3) Non-maleficence, 4) Responsibility,
5) Privacy, 6) Beneficence, 7) Freedom and Autonomy, 8) Trust, 9) Sustainability, 10) Dignity, and 11)
Solidarity. Nonetheless, AI ethics is still an open debate, where practitioners are often disoriented
with abstract principles, lacking clear guidance on how to operationalise the many ethical principles
available [18].

The European Parliament is progressing with the world’s first AI regulation [20], underlining the
current status of most guidelines as “soft law,” without mandatory enforcement or significant legal
repercussions [21]. This regulation echoes the abstract nature with which AI ethics is typically ap-
proached [18, 10, 22]. Challenges in translating these broad ethical principles into actionable practices
stem from the subjective interpretation required by practitioners to apply them in real-world scenarios
[21]. Despite its critical role, ethical considerations in AI design and implementation are often addressed
only later in the development process [23].

In the literature, several studies emphasize that examining trustworthiness in LLMs requires situa-
tional applications, where models are tested within specific contexts to effectively assess how trust-
worthiness issues unfold and address unique challenges [4, 24]. We argue that an appealing emergent
application of LLM agents is in the development of ethically aligned AI-based systems. Concerning the
use of LLM in Software Engineering (LLM4SE), practitioners should trust the solutions, and they must
be seamlessly adopted by practitioners, otherwise they can become barriers [25]. For the best of our
knowledge, there are no studies that directly address the development of ethically aligned AI-based
systems through the use of LLMs. Unlike prior approaches in the literature, this work explores the



application of LLM-based multi-agent systems in AI development, emphasizing the incorporation of
ethical principles from the earliest stages of the development lifecycle.

3. Research Method

To address the gaps identified in the literature, we aim to create a Visual Studio Code (VSCode)
Generative AI (GenAI) Extension tool. VSCode is widely used in the industry, with approximately 75%
of developers reporting it as their preferred code editor in the 2023 Stack Overflow Developer Survey
[26]. This GenAI Extension will assist developers build ethically aligned AI-based systems by assessing
the code and suggesting possible code. Nevertheless, we will follow some steps for the creation of this
tool, following the Design Science Research method to build and evaluate IS artefacts [27].

Firstly, we will identify techniques to improve trustworthiness in LLMs and develop a prototype, the
LLM-based multi-agent system with Retrieval Augmented Generation (RAG). Next, we will benchmark
our prototype against the SWE-benchmark. This will be done to test the accuracy and trustworthiness
of our system. After that, we will create a dataset of more than 2000 ethically aligned AI-based systems
generated by using the system and complying with new legislation addressing AI ethics. This will be
done by using the AI Incidents Database and by feeding the (1) EU AI Act, (2) AI HLEG, (3) ISO-IEC
42001:2024 and (4) California’s GenAI bills, into our system. Then, the dataset will be used to create a
novel benchmark, to assess other LLMs regarding their capability to generate ethically aligned AI-based
system. Finally, we will create our VSCode GenAI Extension tool and test it with practitioners in terms
of synergy and trust [25].

3.1. Research Questions

The following research questions guide this study:

• RQ1: What techniques can be identified and applied to enhance the trustworthiness of LLM-based
systems in software engineering (LLM4SE)?

• RQ2: How can LLMs be utilized to evaluate and develop AI systems that are ethically compliant
with the EU AI Act?

• RQ3: How does VSCode GenAI extension influence synergy, trust, and ethical AI development
outcomes in startups and SMES?

4. Timeline

Phase Description and Milestones
Sep 2023 –
Febr 2024:
Foundational
Research and
Exploration

- Conduct an in-depth review of the EU AI Act to identify regulatory
standards for ethically aligned AI systems.

- Explore existing techniques to enhance trustworthiness in LLMs, fo-
cusing on ethical guidelines and principles.
- Collect resources such as the AI Incident Database and international
ethics standards.

Mar 2024 –
Nov 2024: Pro-
totype Design
and Early
Development

- Define key trustworthiness and ethical alignment criteria specific to
LLMs.

https://incidentdatabase.ai/


- Design and prototype an LLM-based multi-agent system leveraging
Retrieval-Augmented Generation (RAG) capabilities.

Dec 2024 –
Mar 2025:
Prototype
Refinement
and Bench-
mark Setup
for LLM4SE

- Perform necessary refinements to the prototype and conduct bench-
marks in LLM4SE using the SWE-benchmark.

Apr 2025
– Feb 2026:
Dataset
Generation
and Novel
Benchmark
Creation

- Generate a dataset of over 2000 ethically aligned AI-based systems
using the prototype.

- Develop a novel benchmark to assess other LLMs’ abilities to gener-
ate ethically aligned systems, based on insights from the AI Incident
Database and legislative sources.

Mar 2026 –
Aug 2026: VS-
Code GenAI
Extension
Development

- Create the GenAI Extension tool for Visual Studio Code (VSCode),
incorporating trustworthiness and ethical compliance assessment func-
tionalities.

- Conduct initial usability testing with developers to refine features based
on synergy and trust insights.

Sep 2026 –
Feb 2027:
Extension Re-
finement and
Practitioner
Testing

- Refine the extension based on developer feedback, focusing on enhanced
trustworthiness and ethical adherence.

- Conduct extensive testing with practitioners to validate usability and
ethical compliance in real-world applications.

Mar 2027 –
Aug 2027:
Final Adjust-
ments and
Knowledge
Dissemina-
tion

- Implement final adjustments for industry readiness of the VSCode
extension.

- Publish and present findings on trustworthiness in LLMs, ethical com-
pliance, and practical implications in software engineering.

Table 1: Project Timeline

5. Preliminary Results

Here we will present some of our preliminary results, with an initial prototype using OpenAI API
gpt-4o that relies only on internal knowledge, that is, without RAG. This prototype, called LLM-based
multi-agent system (LLM-BMAS) was developed by implementing different techniques to improve



trustworthiness in AI for software engineering (AI4SE), and evaluated against three real AI incidents
found in AI Incidents Database [28]. The evaluation was done using thematic analysis, hierarchical
clustering, ablation study, and source code execution. Our initial results show that LLM-BMAS has
the ability to provide extensive and detailed source code and documentation, around 2,000 lines, while
ablation study - using only ChatGPT user interface as baseline - produce around 80 lines without source
code. Moreover, it is seen from the thematic analysis and hierarchical clustering that the prototype can
address various ethical issues in AI that are often overlooked, e.g., bias, transparency, fairness.

However, several factors currently impede seamless integration for practitioners [25]. Notably, these
challenges include limited practicality in extracting source code from generated text—especially when
handling complex modules—as well as difficulties with installing packages and managing outdated
dependencies tied to the model’s original training date. Although advancements can enhance the
trustworthiness and quality of LLM4SE applications, further improvements are essential to enhance
practical usability for developers.

6. Expected Contributions

This research aims to contribute to the field of software engineering by developing a novel Visual Studio
Code (VSCode) GenAI Extension that integrates LLM-based multi-agent systems to support the creation
of ethically aligned AI systems. The extension will incorporate trustworthiness assessments based on a
unique dataset of over 2000 AI-based systems that align with key regulatory frameworks such as the
EU AI Act, AI HLEG guideline, and ISO-IEC 42001:2024. By establishing new benchmarks specific to
ethical AI development, this tool will enable developers to assess and enhance code compliance with
ethical standards early in the development process. The result is expected to bridge the gap between
theoretical ethics principles and practical application in software engineering.

In addition, this project aims to advance practical trustworthiness techniques for LLMs in Software
Engineering (LLM4SE). Rigorous testing with software practitioners will evaluate the effectiveness of
the extension in providing ethically guided code recommendations, focusing on usability, trust and
real-world synergy. By providing a structured and accessible approach to embedding ethical principles
into standard development practices, this work can particularly support practitioners in start-ups and
small to medium enterprises where resources and regulatory expertise may be limited. This contribution
is expected to make ethical AI development more feasible for smaller teams, helping them to align their
AI systems with evolving regulatory and ethical standards from the earliest stages of development.
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